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Introduction 
 

Data breaches continue to increase in frequency, severity, impact, and cost, as evidenced by a 
38% increase in detected security incidents from 2015 to 2016.1  At the same time, the global 
average cost of a breach has increased from $3.5 million (2014) and $3.8 million (2015) to $4 million 
(2016).2  The rapid adoption of cloud services has further expanded the threat surface and security 
risks facing organizations. The average organization uses 
1,427 cloud services, of which 90% are unknown to IT. Consequently, threats are no longer isolated 
to on-premises applications and endpoint devices. The average organization experiences 23.2 
cloud-related security incidents each month, which includes insider threats (accidental and 
malicious), privileged user threats, compromised accounts, and attacks that use the cloud as a 
vector to exfiltrate data. 
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Definitive Guide to Cloud 
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Attention has shifted from the security of the underlying cloud infrastructure to the secure 

use of cloud applications. A single user can do a lot of damage. “Through 2020, 95% of 
cloud security failures 

In 2015, a former Morgan Stanley financial advisor pleaded 
guilty to stealing 730,000 account records from 2011 to 2014 
and saving them on a personal server 
at home. It is suspected that Russian hackers stole the data 
when it was on his home server. During this time, the 
employee was also in discussions with two other banks 
that compete with Morgan Stanley about potential 
employment. Similarly, a 2015 breach of 79 million 
customer records at health insurer Anthem was traced 
back to a single account compromised by 
cybercriminals. Gartner predicts that through 2020, 95% of 
cloud security breaches will be due to inappropriate or 
negligent use, similar to these incidents. 

Traditional security solutions such as firewalls, web proxies, 
and intrusion prevention systems do not provide needed 
visibility into the use of cloud services  or threats to data in 
the cloud. That’s because they focus on threats at the 
perimeter and on the network. For example, they do not 
have visibility into third parties accessing enterprise cloud 
services because they are out of band. Organizations are 
increasingly looking to cloud access security brokers (CASBs) 
to deliver a single 

control point for cloud  services—including  visibility into 
cloud usage and the ability to detect threats in the cloud. 
However, as enterprises deploy another security technology, 
it is important to minimize potential false positive alerts. 

Gartner projects that by 2017, at least 60% of major CASB 
vendors will incorporate data science and machine-
learning functionality to provide some form of threat 
protection, which will l ikely involve some form of incident 
alerting. However, IT security teams today are already 
inundated with alerts, resulting in “alert fatigue.” A survey 
by the Cloud Security Alliance 
recently found that half of enterprises have six or more tools 
that generate security alerts. Among IT security professionals, 
40.4% say that the alerts they receive  lack actionable 
intelligence to investigate, and another 31.9% report that they 
ignore alerts because so many are false positives. With the 
enormous volume of  events generated by cloud usage, an 
average of 2 billion transactions each month are processed at 
the average 
enterprise—and it’s important that a CASB does not add to this 
noise. 

will be the customer’s 
fault.” 

—”Top Predictions for IT 
Organizations and Users for 2016 
and Beyond,” Gartner 
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1–5 tools 
 

6–10 tools 

 
11–20 tools 

 
20+ tools 

 
 
 
 

7.2% 

 

12.7% 

 

 
30.1% 

50% Next, we will outline proven best practices around threat 
protection being employed in real-world enterprises today. 

State of Cyberthreats 

The cloud introduces a multitude of new threat vectors that 
can lead to data loss, including: 

 

F igure 1. Number of tools that generate alerts. 

 

In this eBook, we will discuss the state of cloud threat 
protection and why it needs a new approach and take  a 
deep dive into the underlying technologies and must- have 
components powering effective cloud threat protection. We 
will  then identify the data sources needed in order to gain 
the type of granular visibility that can ensure successful 
cloud threat protection and deployment paths for enforcing 
safe cloud access. 

■ Malicious or careless insiders who download data from a 
corporate sanctioned cloud service, then upload it 
to a Shadow IT cloud file-sharing service (example: the Anthem 
breach of 2015) 

■ An employee who downloads data onto a personal device, 
regardless of being on- or off-network, at which point 
control over that data is lost 

 
 
 

Data exfiltration via 
unmanaged cloud services 

 
 

 
Employees sharing data 

with third-party users 

 

Employees modifying 
security configurations of 

cloud services 

 
Employees downloading 

data to unmanaged BYOD devices 

F igure 2. C loud threat model: data loss scenarios. 

Third-party cloud 
applications 

Data exchange between 
cloud services (API) 

 
Data exfiltration into 
shadow cloud file 
sharing services 

Cloud file sharing 
applications 

Malicious insiders and outsiders 
exfiltrating company data 
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■ Privileged users of a cloud service (such as 

administrators) who change security configurations 
inappropriately 

■ An employee who shares data with a third party, such as a 
vendor or partner 

■ Malware on a corporate computer that leverages an 
unmanaged cloud service as a vector to exfiltrate data 
stolen from on-premises systems of record 

■ A user endpoint device that syncs malware to a fi le- sharing 
cloud service and exposes other users and the corporate 
network to malware 

■ Data in a sanctioned cloud services that is lost to  an 
insecure and unmanaged cloud service via an application 
programming interface (API) connection between the 
two services 

Why the Cloud Requires a New Approach 

Shared responsibility model 

As part of their offering, cloud service providers (CSPs) 
generally take responsibility for the security of the 
underlying application and its infrastructure. In other 
words, the provider protects against intrusions and attacks 
against their systems. CSPs also take responsibility for 
protecting their products from fraud and abuse and 
respond to incidents by notifying 
customers. However, securing the usage and data in the 
service is the customer’s responsibility, including how the 
service is used, who has access to data, and who is sharing 
what with whom. 

This model, known as the shared responsibility model, is 
employed by almost every large CSP, including Salesforce, Box, 
Microsoft, and Amazon. Simply put, they take care 

of securing their application against intrusion and leave it to 
the customer to make sure the cloud service is being used in a 
secure and compliant manner. Threats arising from insider 
activity or negligent employees are the customer’s 
responsibility. However, most enterprises lack visibility and 
control over their employees’ use of cloud services and, 
therefore, are not currently able to fulfill their responsibilities 
under this model. 

Existing approaches to threat protection 
Heuristics approach 

Traditionally, enterprises have relied on security information 
and event management (SIEM) solutions to detect threats. 
SIEMs collect logs and events from multiple sources 
(examples: routers, switches, firewalls, servers, applications, 
and more) and analyze them to check for matches to pre-
defined rules. If a match is found, an alarm is triggered. 
These rules are based on heuristics, so this is referred to as a 
“heuristics-based approach” for threat detection. There are 
several l imitations of this approach as applied to cloud 
usage. 

Servers 

 
 

Logs Routers 

 
Traditional 

SIEM 

 

Applications Firewalls 
 

F igure 3. SIEM solutions draw  data from multiple sources. 
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With this approach, each pattern of behavior that can signal 
a threat must be added as a rule. For example,  in order to 
detect a compromised account, a rule might be added that 
states, “If a user logs in to a service and then logs in to 
another service within two hours from a different country, 
then trigger a compromised account alert.” A security expert 
must either continuously and manually add a large number 
of new correlational rules 
or manually correlate raw log data from different sources to 
identify a threat. If the security expert lacks subject matter 
expertise or doesn’t understand the signature of a threat 
enough to create a rule for it, the SIEM becomes ineffective in 
detecting these types of threats. 

Pure-play machine learning 

The other traditional approach for threat detection, relying on 
pure-play machine learning, is slightly more intelligent but has 
its own flaws. With static machine learning, a system is 
observed for a certain amount of time to create a baseline for 
what would be considered normal behavior. Once the baseline 
has been established, any activity that is outside of the pattern 
seen during the initial observation period will trigger an 
anomaly alert. Unlike a heuristics approach, generating a 
behavior model using this method enables the detection of 
anomalous activity without having to understand the context 
(example: it is impossible for a person to travel 5,000 miles in 
two hours). 

There are several areas where static machine learning can 
fall  short when applied to cloud threat protection: 

1. Lack of data: Machine learning relies on a minimum 
amount of data to establish reliable patterns and develop a 
baseline model. Without sufficient data, the software 
cannot accurately detect threats based on their deviation 
from normal activity. 

2. Models don’t evolve with changing behavior: Once a 
model is developed based on observed behavior, its 
accuracy erodes over time as user behavior changes. For 
example, when the company formally adopts OneDrive, 
usage of the service will change. 

3. Lack of granularity: Behavior models that are broadly 
defined and applied can result in inaccurate anomaly 
detection. For example, it may be  anomalous for a 
software developer to upload a 4 GB fi le to YouTube but not 
for a member of the marketing department. 

Alert fatigue 

Half of organizations today have six or more security tools 
that generate alerts, each with its own false positives. A 
recurring pattern in high-profile data breaches is that 
intrusion alerts and alarms do go off, but due to the sheer 
number of alerts being triggered, “alert fatigue” sets in, 
leading to the alert being ignored. In the Target breach of 
2014, which cost the company 
$252 million and led to the resignation of its CIO and CEO, one 
of the company’s security products correctly detected the 
breach. However, due to the high volume of alerts and the 
frequency of false alerts, the company’s IT security team 
ignored it. 
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Alert fatigue is a serious barrier to effectively stopping 
threats to data. In a recent Cloud Security Alliance survey,3 

40.4% of IT professionals said that the alerts they receive 
lack actionable insight they need to investigate, while 27.7% 
of respondents stated they experience incidents that don’t 
generate alerts at all. Alarmingly, 31.9% said they ignore 
alerts due to the  high frequency of false positives. The cloud 
further exacerbates the situation. The average enterprise 
generates 2 billion cloud-related events a month, which 
could result in many unnecessary alerts. With this volume of 
transactions, cloud security solutions require high levels of 
alert accuracy. 

 
I ignore alerts sometimes 

The cloud threat funnel 

One way to decrease excessive false alerts is to think 
about cloud threats in terms of a funnel. The average 
enterprise generates nearly 2.7 billion actions in cloud 
services per month (examples: login, upload, 
comment), of which 2,542, on average, are anomalous.4 An 
anomalous event is defined as one that is outside of 
behavioral norms and could indicate a potential incident. For 
example, a user logging in to Salesforce in Seattle and then 
logging in to her OneDrive account from London five minutes 
later is anomalous. It could indicate a compromised account. 
However, it could also indicate that she signed on to VPN. Of 
the 2,542 anomalous events, only 23.2 are actual threats, a 
ratio of nearly 
110:1, which reveals the potential scale of false 

because there are so 
many are false positives 

 
There are actual incidents 

that generate no alerts 
 

Alerts I receive lack 
actionable information 

to investigate 

I receive more alerts than 
I can investigate 

31.9% 

 
27.7% 

 
40.4% 

 
25.9% 

positive alerts.  
 

 
23.2 

Threats 
per month 

 

F igure 4. Security  alerts: percentage of respondents. 
 

F igure 5. The cloud threat funnel: av erage number of ev ents per month per 
organization. 

Total ev ents 
per month 

2,542 
A nomalou 

ev ents 
per month 

s                         
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Taken together, the average enterprise experiences 23.2 
cloud-based threats each month, including: 

■ 10.9 insider threats, such as a user downloading 
sensitive data from SharePoint Online and taking it 
when they join a competitor 

■ 3.3 privileged user threats, such as an administrator 
provisioning excessive permissions to a user relative to their 
role 

■ 6.2 compromised accounts, such as an unauthorized third 
party logging in to a corporate Microsoft Office 365 account 
using stolen credentials 

■ 2.8 data exfiltration events, such as malware on a corporate 
laptop that exfiltrates data from an on- premises SAP 
application via Twitter, 140 characters at a time 

93.5% 
Insider Threats 

Anomaly detection approaches today can sift through 
2.7 billion events and reduce this number down to 2,542 
anomalous events that appear abnormal. However, 
this number is still far too high for IT security teams to 
investigate each one. The challenge is, how does an IT security 
professional sift through all the anomalous events and 
pinpoint the needle in the haystack without investigating every 
anomaly? How does an organization build out the processes, 
people, and technology to focus on the 23.2 actual threats 
against a backdrop of noise created by everyday cloud usage? 

While it may be difficult for a human to differentiate a false 
alarm from an actual threat without investigating every 
anomaly, advances in data science are making it possible for 
software to perform this same task with high rates of 
accuracy. Today, technology solutions can detect patterns of 
behavior that deviate, even in subtle ways that would be 
difficult to describe in a rule that 

 
 

 

 
 
 
 
 
 
 

 

F igure 6. Data under siege: percentage of organizations experiencing  at 

least one threat each month. 

79.1% covers all user activities, from the norm. By narrowing 
Compromised Accounts down anomalous events to a small number of l ikely 

57.5% 
Privileged User Threats 

threats, machine-learning models make it possible for IT 
security teams to focus on actual threats. 

49.8% 
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How Data Science Is Applied to Today’s Threats 

Imagine a Salesforce user who makes repeated failed 
attempts to log in to Salesforce. After several failed 
attempts, a compromised account anomaly might get 
generated by a typical anomaly detection engine. But what 
if the user had left her Caps Lock key on? How can an IT 
professional identify this as normal behavior and ignore it? 
Taking this a step further, how can threat protection 
software accurately classify this as normal 
behavior and ignore it, so that IT security professionals do not 
have to investigate alerts for these everyday activities? 

While an attacker might be able to steal an employee’s 
credentials, they can’t mimic the employee’s behavioral 
patterns. It turns out that the way people navigate 
and use applications is distinctive, a kind of digital body 
language. This pattern is nearly impossible to 
replicate by a cybercriminal. Returning to our imaginary 
Salesforce user, after successfully authenticating following 
several failed attempts, if the user’s behavior is consistent 
with prior behavior, it can be said with some certainty that our 
user is who she’s supposed to be. 

Using data science and machine learning to observe and 
analyze behavioral patterns that are normal for the user and 
contrast that against abnormal patterns isn’t a 
new technology. Credit card companies use data science and 
profiling to identify fraudulent credit card charges. Try as they 
may, credit card thieves have a difficult time perfectly 
mimicking normal transactions in granular detail, and the 
algorithms built and perfected over time have become very 
proficient at detecting even the most innocuous-looking 
transactions. 

What is UEBA? 

For a large organization, monitoring all users (potentially tens 
or hundreds of thousands) across thousands of cloud services 
presents a unique challenge that can only be effectively 
addressed using best-of-breed cloud-  scale machine learning. 
Machine-learning-enabled 
user and entity behavior analysis (UEBA) is at the core of any 
effective threat protection solution. Gartner’s latest research 
predicts that by 2020, 60% of enterprise information security 
budgets will be allocated towards rapid detection and 
response approaches, up from less than 10% in 2014. Many 
of the solutions used for rapid detection will incorporate 
UEBA. 

By 2018, Gartner expects 80% of endpoint protection 
platforms will include user activity monitoring and forensic 
capabilities, up from less than 5% in 2013. The introduction 
of UEBA into these and other enterprise security solutions 
will  result in more breaches being accurately discovered 
using this technology. Gartner predicts that by 2018, at least 
25% of self- discovered enterprise breaches will be found 
using UEBA. 

A central feature of UEBA is its ability to build accurate 
behavior models for users across cloud services, continuously 
integrate additional data to refine the model further, and 
create a constantly evolving profile for individual users and 
groups of users. 

The main benefit of this approach is that, by relying on 
machine learning to learn from new sources of data, 
it need not be explicitly programmed. Humans and software 
engineering fail because they attempt to create rules that can 
be universally applied to all users and 
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scenarios. Machine learning, on the other hand, excels in 
solving this complex, data-rich problem. Every user has a 
distinct mathematical model representing their behavior, 
which can further be segmented to individual cloud services by 
time period. For example, the system can know how much 
data is normal for a user to download from Box at 2:00 pm on 
Tuesday versus how much data is typical for the user to 
download from Salesforce at 4:00 pm on a Friday when she 
runs weekly reports. 

Machine learning can be used to profile users and baseline 
their activities. It can also create peer groups based on 
commonalities in behavior and identify anomalies by 
comparing activity to a single user profile or the profile of a 
peer group. User activities are evaluated beyond an initial 
login and include user movement, access to organizational 
assets, and the context within which that access occurs. 

With respect to cloud threat protection, UEBA can be applied 

across multiple dimensions of cloud usage, including the 
volume of user actions, the amount of  data uploaded or 
downloaded, the number of times a service is accessed, and 
the frequency of these activities across time within a single 
cloud service or across 
cloud services. For any enterprise, UEBA may take into 
consideration time of use, rate of use, aggregate use, level of 
use, and other factors. 

Components of Cloud Threat Protection 

The integrity of and the inherent trust in cloud threat 
protection is highly reliant on keeping false positives to a 
minimum. As previously discussed, alert fatigue can 

and has led to alerts that identified real threats that are 
being ignored. In this way, a solution that generates a high 
volume of false positives has the potential to do more harm 
than good. There are five primary attributes of an effective 
cloud threat protection solution based on UEBA that 
collectively serve to increase the rate 
of accurate detection of threats while simultaneously 
minimizing false positives: 

1. Reduction of usage data to a mathematical model 

2. Self-learning without human input 

3. Grouping users based on behavior 

4. Awareness of distinct usage across hour/day/week/ 
month 

5. Visibility into cross-cloud threats 

Reduction of usage data to a mathematical model 
Consider a Salesforce user whose activity has been captured in 
three years’ worth of audit trails. This user has l ikely created 
numerous data points stored in the system. As the system 
registers new activity by this 

user, it can compare it to three years’ worth of raw  data to 
determine whether it’s an anomalous activity, which would 
greatly tax the processing capability of  the machine running 
the algorithm. Alternatively, it can convert the three years’ 
worth of raw behavioral data into a mathematical model, 
which greatly simplifies 
the process of comparing new activity against prior activity 
to detect anomalous activity while  retaining an 
information-dense representation of user behavior using 
higher-order polynomials. 
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Self-learning without human input 

Activity patterns in the cloud, even for a specific user, are 
constantly evolving as they take on new roles within the 
organization and change their habits. What this means is that 
once an environment has been observed, the behavioral 
models determined, and baselines established, the software 
should continue to evolve 
its models as it observes new and often dissimilar behavior 
without excessive human guidance. This characteristic sets 
UEBA apart from traditional heuristics and static models in that 
these traditional approaches require an unreasonable amount 
of manual updates to ensure accurate threat detection, while 
UEBA-driven approaches evolve on their own. 

Grouping users based on behavior 

Take the example of four employees at an organization who 
take vacations on a regular basis every few months (not at the 
same time), and, upon returning from 
their vacations, all four upload a large amount of data (vacation 
photos) to personal folders in their corporate Box account. By 
automatically grouping these four users and their particular 
behavior together, a pattern can be drawn from their behavior 
that might not be evident 
if their behavior was observed in isolation. Grouping users 
helps improve the accuracy of threat detection, especially 
when usage data is scarce. In cases where usage of a 
particular service or time period is scarce for a user, their 
activity can be compared to that of similar users to infer 
whether it is anomalous. 

Awareness of distinct usage across hour/day/ 
week/month 

Let’s go back to our imaginary Salesforce user. At the 
beginning of the quarter, she performs a lot of activity on the 
accounts she owns as she prepares for the upcoming quarter. 
Near the end of the quarter, she will again display a flurry of 
activity. But in between, she may exhibit little activity. If a 
system averages her activity over the whole quarter, it would 
infer a low level of usage and trigger numerous false positive 
alerts at the beginning and end of the quarter. Instead, if the 
system drew seasonal and cyclic patterns of behavior across 
time frames, then it would automatically correlate the 
amount of account activity to the period of time within a 
quarter to accurately differentiate normal behavior from a 
true threat. 

Visibility into cross-cloud threats 

Cloud threat protection can only be effective when it has 
visibility into activity and threats that span multiple cloud 
services. Evaluating user activities beyond an initial login to 
include user movement across cloud services and 
the context with which that movement occurs allows a 
solution to protect corporate data across cloud systems. While 
several failed login attempts within a single cloud service, as 
an example, might not be cause for concern,  if a user is 
suddenly triggering failed logins across multiple cloud services, 
it could be a sign of a real threat. Another example would be 
when a user downloads a large report from Salesforce and 
subsequently uploads  it to an unsanctioned file-sharing 
service. Detecting this activity as a potential threat can only be 
done with a cross- cloud threat protection solution. 
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Data Sources and Enforcement Points 

As previously discussed, effective threat protection relies on 
machine learning. But before a cloud access security broker 
(CASB) can feed data into its machine-learning engine, it must 
first get visibility into user activity in the cloud. The visibility 
and enforcement point in the on- premises era was clear—it 
was at the network edge. 
In the cloud era, the perimeter is undefined. When deploying a 
CASB, how do you ensure you have visibility and control over 
all  users, all devices, and all cloud services? There are four 
primary CASB deployment modes that provide coverage for 
different users, devices, 

use. Log collection and forward proxy modes are both first-
mile deployment modes—they provide coverage for all 
applications that a user accesses. For sanctioned applications 
managed by IT, it makes more sense 
to focus on enforcement at the last mile to extend 
coverage to the broadest range of users. Both API  and 
reverse proxy modes are well suited to provide complete 
coverage for all users and devices  accessing 
a specific cloud service managed by IT. A forward proxy can 
also be used for sanctioned services. However, this 
deployment mode has some coverage limitations. 

  Unsanctioned services Sanctioned services  

and access scenarios: 

■ Log collection: Consuming event logs from existing 
infrastructure such as firewalls, secure web gateways, 

Log collection (monitor only ) 

Forward proxy  

A PI 

Rev erse proxy  Forward 

proxy  

and SIEMs 
■ Forward proxy: Inline deployment between the 

endpoint and cloud service in which the device or 
network routes traffic to the CASB proxy. 

■ Reverse proxy: Inline deployment between the endpoint 
and cloud service in which the cloud service or identity 
provider routes traffic to the CASB proxy. 

■ Application programming interface (API): Direct 
integration of the CASB and cloud service. Depending on 
cloud provider APIs, the CASB can view activity, content, 
and take enforcement action. 

Broadly speaking, there are two types of cloud services: 
sanctioned services managed by IT and unsanctioned services 
introduced by users. For unsanctioned cloud applications, you 
want to ensure the broadest range 

of coverage for all cloud applications that employees 

Not all CASB deployment modes cover all devices and 
access scenarios. Log collection is well suited for providing 
coverage for on-network access of cloud 
applications and for managed devices that have an agent to 
route traffic through the organization’s secure web gateway. 
Forward proxy offers similar device and access coverage. 
Neither log collection nor forward proxies provide coverage for 
off-network, unmanaged devices. 
Because traffic is steered through the reverse proxy in the 
last mile when users authenticate the service, a reverse 
proxy covers all devices, even off-network, unmanaged 
devices. When a CASB connects to a  
cloud service via API, it provides coverage for all users, 
regardless of their device or network. 
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Managed 

On-network access 

Log collection 

Off-network access 

Log collection 

  Log 

collection 

Forward 

proxy 

Reverse API 

proxy 
devices 

Forward proxy  Rev erse 

proxy  

Forward proxy  Rev erse 

proxy  

 A ctiv ity  monitoring (audit 

trail of user and 

administrator actions) 

 
 

 
 

 
  

 A PI A PI  Detect insider and    

Unmanaged Log collection Rev erse proxy   priv ileged user threats    

devices 
Forward proxy  

Rev erse proxy  

A PI 

A PI Detect compromised accounts 
 

 

Detect malware 

(exfiltrating data 
v ia unsanctioned 

Each deployment mode also offers a distinct set of controls 
for cloud services to protect against threats. All modes can 
be used to capture an audit trail of  user activity. Reverse 
proxy and API modes support compromised account 
detection. Log collection and forward proxy modes cannot 
detect compromised accounts because attackers generally 
do not use managed devices or connect to cloud services 
via the network. A CASB in API mode can be used to scan 
cloud services for files that contain malware. However, for 
inline access controls, such as forcing two-factor 
authentication, an inline forward or reverse proxy must be 
used. 

applications) 
 

 

Detect malware (stored w ithin 
applications) 

 
 

Policy -based 
authentication (require                                                                       
two factors) 

 
These deployment modes provide visibility into cloud usage 
and the ability to enforce policies. To gain complete coverage, 
enterprises generally combine multiple deployment modes. 
Other data sources include third-party threat intelligence 
feeds. For example, a CASB can pull a l ist of compromised 
accounts from Darknet feeds to surface users and accounts for 
sale online that are at risk. CASBs can also bring in IP 
reputation feeds to understand whether data leaving the 
enterprise is heading toward an IP or domain that is 
associated with malware and whether the IP addresses 
connecting to sanctioned cloud services indicate users are 
accessing the service via an anonymizing proxy or TOR 
connection. Finally, CASBs can integrate with best- of-breed 
malware solutions to sandbox fi les and detect malware. 
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Cloud Threat Protection Best Practices from the 
Trenches 

Even the most advanced threat protection technology can be 
rendered ineffective when it is not being used to its fullest 
potential. Below are some of the proven best practices and 
must-haves when implementing a cloud threat protection 
solution. 

1. Focus on multidimensional threats, not simple 
anomalies: A user logs in from a new IP address, 
downloads a higher-than-average volume of data,  or 
changes a security setting within an application. In 
isolation, these are anomalies but not necessarily 
indicative of a security threat. Focus first on threats that 
combine multiple indicators and anomalies 
together, providing strong evidence that an incident is in 
progress. 

2. Start with machine-defined models, then refine: 
Aside from accuracy limitations, it’s difficult to get 
started with threat protection by configuring 
detailed rules with thresholds for which you have no 
context. Start with unsupervised machine learning— that 
is, software that analyzes user behavior and automatically 
begins detecting threats.  Augment with feedback later to 
fine-tune threat detection and reduce false positives. 

3. Monitor all cloud usage for shadow and sanctioned 
applications: Cloud activity within one service might 
appear routine because threats are often signaled by 
multiple activities across services. Correlate activity 
across other applications, and a pattern will start to 
appear if a threat is in motion. 

That’s why it is important to start with visibility into both 
sanctioned and unsanctioned cloud services to get the full  
picture. 

4. Leverage your existing SIEM and SOC workflow: 
Events generated by a cloud threat protection solution 
should flow into existing security operations center 
(SOC)/security information and event management (SIEM) 
solutions in real time via a standard feed. This capability 
will  allow security experts to both correlate cloud 
anomalies with 
on-premises anomalies while also allowing the 
integration of cloud threat incidence response with 
incident response workflows within existing SOC/ SIEM. 

5. Correlate cloud usage with other data sources: 
Looking at a single data source to detect threats  is 
inadequate. It is necessary to bring in additional 
information for context. That data can include 
whether the user is logging in using an anonymizing proxy 
or using a TOR connection and whether her account 
credentials are for sale on the Darknet. 

6. Whitelist low-risk users and known events: A general 
rule of thumb is to allow a system to generate as many 
threat events as the security team has the bandwidth to 
follow up on. One way to do it is to test the system by 
increasing thresholds. Another way 
is to whitelist events generated by low-risk (trusted) 
users. This capability can protect your IT security from 
being inundated with false positives. 
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Learn More about McAfee Threat Protection 
Solution 

Download the solution brief to learn how to mitigate and 
remediate cloud threats, including: 

■ Employees downloading sensitive corporate data with the 
intention of taking that data with them when they leave to 
join a competitor 

■ Malicious administrators accessing data out of policy  or data 
not related to their role, intentionally degrading security 
settings, or creating dummy accounts for unauthorized third 
party access 

■ High-risk user behavior, such as downloading data from 
company-sanctioned cloud services and uploading it to 
high-risk shadow IT services 

 

bit.ly/ThreatProtection 
 
 
 
 

1. The Global State of Information Security Survey 2016 

2. 2016 C ost of Data Breach Study: Global Analysis, Ponemon Institute 

3. C loud Security Alliance “IT Security in the A ge of Cloud Survey Report” 

4. McA fee® “Cloud Adoption & Risk Report Q4 2016” 

Download Now 

http://bit.ly/ThreatProtection
https://info.skyhighnetworks.com/DS-Skyhigh-Threat-Protection_Banner-Cloud.html?Source=Website&amp;LSource=Website&amp;utm_campaign=threat_protection_ebook
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About McAfee 

McAfee is the device-to-cloud cybersecurity company. Inspired 
by the power of working together, McAfee creates business 
and consumer solutions that make our world a safer place. By 
building solutions that work with other companies’ products, 
McAfee helps businesses orchestrate cyber environments that 
are truly integrated, where protection, detection, and 
correction of threats happen simultaneously and 
collaboratively. By protecting consumers across all their 
devices, McAfee secures their digital l ifestyle at home and 
away. By working with other security players, McAfee is 
leading the effort to unite against cybercriminals for the 
benefit of all. 

www.mcafee.com. 
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Learn more

At Insight, we’ll help you solve challenges and improve

performance with Intelligent Technology SolutionsTM.

Work smarter.

https://www.insight.com/en_US/buy/partner/mcafee.html

