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Understanding the real advantages of flash 
All-flash solutions provide a performance improvement previously unseen in the storage industry. Before the introduction of flash storage there 
had been no notable increase in storage performance for nearly 10 years while memory, CPUs, interconnects, networking and essentially every 
other part of the data center continued to see year-on-year performance improvements leaving storage as the likely culprit behind many 
performance issues. Anyone who has moved from a personal computer with a spinning disk to one with an SSD will attest to the significant 
improvement in performance flash provides—all-flash arrays bring this improvement to the data center. 

While flash is known for its performance profile, it also offers massive density improvements; storage environments that were previously ten or 
more racks can be consolidated down to a single rack or even less. On top of that, the reduction in power and cooling can be 90% or more over 
legacy systems and management is greatly reduced due to the shift away from multi-tiered and caching solutions to a single pool of high 
performance storage. 

The improvements in density and performance, combined with the falling cost of flash media, are driving massive consolidation of enterprise 
applications including OLTP, VDI, business analytics and various other services and this results in the highest profile, mission-critical applications 
all seeing massive improvements in user experience. Deploying the right architecture that provides all the benefits that flash has to offer but 
doesn’t compromise on key data services that protect the most critical data in any business is absolutely key. Not all platforms are capable of 
providing all of these requirements so it is essential to understand what is required at an architectural level to achieve these goals. 

This white paper will begin by looking at the HPE flash design strategy and how it differs from other approaches. It will then cover the 
architectural requirements for delivering all of the advantages flash-based storage can offer including performance, efficiency, resiliency and data 
mobility. Finally it will cover the technical details of the latest generation of HPE 3PAR arrays; the only family of flash arrays in the industry to 
deliver the performance advantages of a flash-optimized architecture without compromising Tier-1 resiliency, rich data services or application 
availability. 

All-flash in the data center 
Most platforms generally fall into one of two categories: legacy storage systems designed around spinning media that are retro-fitted with flash 
and built-for flash platforms. When fitted with flash media, legacy systems fail to offer the high performance and low latency expected from an all 
flash platform and generally fail to meet the price achieved by more modern architectures as they were never designed for flash media. Inversely, 
the built-for-flash platforms have been architected specifically for the characteristics of NAND flash as used today. They offer high performance, 
low latency and attempt to provide flash at the cost of spinning disk but they lack data services and often fail to meet the data services required 
to protect core data. Many of them also fail to architect for future types of solid state media. 

Selecting either of these implementations requires compromise—either on performance, cost, scalability, data services or basic resilience. 

The HPE 3PAR flash-optimized architecture  
HPE 3PAR features a modern, unique, hardware-accelerated architecture designed with a core built around resilience, performance and rich data 
services. Unlike many legacy systems, HPE 3PAR features a highly virtualized design that abstracts physical media, whether it’s spinning disks or 
flash media, from the data layer. This unique design characteristic allows HPE 3PAR systems to take an unprecedented approach to storage 
where the architecture isn’t designed around specific types of storage medium, allowing it to adapt to any type of underlying storage. The 
advantage of this approach is that HPE 3PAR systems aren’t limited by the technology of yesterday or today and instead can embrace new 
technologies as they come available as is evident in the platform’s rapid adoption of every key storage technology as it has become available. 

“If it wasn’t evident when flash first came on the scene a few years ago, it is now clear that 
flash technology is not simply a replacement for spinning media. Smart introduction of 
flash changes everything for a business, not just for IT.”1 

– Arun Taneja, Founder and President, Taneja Group 

 
 
1 Data protection designed with flash in mind, Taneja Group, August 2015. 
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Design elements for flash 
To build a storage system designed to make the most of flash, it is first important to understand that flash is fundamentally different from 
spinning media. Table 1 highlights the key differences between solid state and spinning disk media characteristics and the implications of those 
differences on storage architectures. 

Table 1. HDD vs. SSD characteristics, and the architectural implications of their differences 

Characteristics Spinning Media (HDD) Solid State (SSD) Architectural implications 

Typical latencies Milliseconds Microseconds Cache management 

IOPS density (IOPS/GB) 0.2 IOPS/GB 100 IOPS/GB Performance scalability 

$/GB $0.8–$1/GB 5–10X more (raw) Storage efficiency 

Media write cycle Virtually unlimited (hundreds of millions) 5,000 to 15,000 write cycles Reduce writes to backend 

Failure modes Mechanical/Electronic Electronic/Flash Failure handling and reconstruction 

 

To make the most of flash-based media the storage system architecture must optimize the data path to cater for the performance capabilities of 
SSD but must also take into account the media wear-out characteristics and higher cost of raw flash. Finally, because flash enables massive 
consolidation the most demanding—often mission-critical applications—it’s vital that any all-flash platforms offers the availability and rich data 
services expected of an enterprise-class system. 

In order to make the most of flash technology the storage system requires and architecture that meets four key design elements: performance, 
efficiency, system resiliency and data mobility (Figure 1). This paper will take a closer look at each of these areas and why they are essential to 
support the most critical data in any business. 

 

Figure 1. Four design elements for flash 
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Enterprise-class flash 
Flash has come a long way since its introduction in 1998 and as memory technology has matured, HPE has continued to adopt lower cost, 
greater endurance, greater density drives to provide superior return on investment. HPE 3PAR Storage currently supports a wide range of SSD 
options, with new drives continually being added. All drives currently available for HPE 3PAR Storage are enterprise-grade and offer a choice 
that includes the latest planar and emerging 3D NAND technologies. The HPE 3PAR architecture is capable of providing a superior mix of cost 
and performance by using the latest enterprise-class SSDs without compromising drive reliability making it a good fit for mission-critical 
applications. Add to this the ability for to support HDDs in the same system and the platform provides hybrid flash economics but with a superior 
architecture capable of greater performance headroom, greater flexibility and no compromises when it comes to enterprise-class reliability or 
features. The platform’s efficient use of storage media also allows HPE to uniquely offer an unconditional five-year warranty for all HPE 3PAR 
SSDs that covers both media wear-out and electronic failure. This warranty spans all HPE 3PAR SSD types, regardless of whether they are 
running in an all-flash array, a converged flash array or are used for high-performance tiering. HPE is the only all-flash vendor to offer such a 
warranty without restricting it to all-flash arrays.  

Performance acceleration—optimizing the entire I/O path 
As discussed, flash storage introduces an entirely new set of performance characteristics that must be taken into account in system architecture 
to truly leverage the full capability of flash. This requires arrays to optimize the entire I/O path from host ports, through the controller, firmware 
and even drive connections—if this path is not optimal then the system will not be able to offer the high levels of performance and low latencies 
modern applications demand. To achieve this, we must look beyond the traditional dual-controller and monolithic architectures that have 
sufficed for spinning media and look to a modern architecture capable of leveraging performance without compromising on the density, power or 
cooling advantages flash can offer.  

Legacy architectures have had a difficult time adapting their designs for flash, but HPE 3PAR has a unique architecture that allows the system to 
truly leverage flash capabilities as the system is built to be both massively parallel and efficient. HPE 3PAR is built on a modern architectural 
design that includes multi-controller scalability, a highly virtualized data layer with three levels of abstraction, system-wide striping, a highly 
specialized ASIC and numerous flash innovations. When combined these allow HPE 3PAR to take full advantage of flash-based media. 

This architecture removes the roadblocks that prevent legacy storage from taking full advantage of flash, potentially delivering over 20 times the 
performance of comparable HDD-only systems, along with sub-millisecond latency through a flash-optimized architecture that leverages the 
many unique HPE 3PAR design innovations described below. 

Mesh-Active cluster 
Traditional dual-controller and monolithic architectures were not designed for the modern flash drive and struggle to meet the demand of the 
modern enterprise. This is often due to the fact that physical drives are assigned to specific controllers, put in specific RAID groups with the 
result that volumes are only ever active on one controller at any point in time. This leads to an inefficient use of resources and significantly 
restricts performance and capacity scalability. The tightly coupled Mesh-Active architecture (Figure 2) of all HPE 3PAR systems, enabled by the 
unique 3PAR ASIC, provides a modern architecture that eliminates compromise by providing a design that allows a volume to be active on every 
drive, every controller and every host port at all times. This design delivers extremely consistent performance by ensuring the load on each 
component is completely balanced and provides greater headroom for cost-effective performance scalability. It also removes silos of performance 
and capacity by creating a single pool of resource. A high-speed, full-mesh interconnection, driven by the 3PAR ASIC joins all controller nodes 
directly to each other to form a cache-coherent, truly active-active cluster. The Mesh-Active design provides symmetrical load balancing and 
utilization of all controllers and seamless performance scalability by simply adding more controllers to the mesh. 
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Figure 2. The HPE 3PAR Mesh-Active cluster 

System-wide striping 
Data and the associated performance workload for each volume are striped widely across all system resources, including CPUs, ports, cache, and 
drives. This wide striping enables the system to deliver consistently high performance levels as all resources support each volume and avoids any 
single point of contention. Its granular nature means that even small volumes can leverage the performance of hundreds of flash drives and all 
other system resources for optimal performance. Because the system manages this load balancing, no extra time or complexity is required to 
create or maintain an optimally configured system. In fact, this design reduces the load on administrators since no manual load-balancing of 
resources is required. 

Traditional platforms narrowly stripe workloads, typically on a single controller, either in a single RAID group or on a subset of the system’s drives. 
Under conditions in which high performance is required, this partial striping very quickly manifests itself in the form of hotspots and increased 
latency for a single resource while other resources remain underutilized. In comparison, HPE 3PAR systems maintain a balanced performance 
level at all times, removing hotspots and constrained resources. 

HPE 3PAR Gen5 ASIC 
The 3PAR ASIC is a dedicated chip found in every 3PAR controller that performs specific functions in silicon for extremely high performance and 
low latency—this contrasts to a CPU which is a general-purpose processor that must be provided instructions and precompiled code in order to 
process data. The 3PAR ASIC allows the controller CPUs to offload repetitive, computationally complex workloads as the 3PAR ASIC can perform 
them faster than the CPU is capable. This also releases CPU cycles to be used to perform other tasks.  

The HPE 3PAR Gen5 ASIC featured in all 8000 and 20000 series models is built on the heritage of previous generations and is designed for 
solid-state performance, featuring faster communication across the cluster with double the inter-cluster bandwidth in each direction. The ASIC 
enables the new 20000 and 8000 series to deliver more than a five times improvement in system bandwidth and faster XOR operations. It 
offloads CPU-intensive tasks and evenly spreads I/O workload, ensuring lower latency. The HPE 3PAR ASIC also comes with a new powerful data 
deduplication engine, which powers inline deduplication for block workloads without compromising performance or scale. 

Higher memory bandwidth is the result of two memory channels per ASIC (of which each node has two) and 42 Gbps peak data cache 
bandwidth per node—2.5 times that of the previous generation—which allows the ASIC to churn out larger amounts of data in shorter periods of 
time, contributing directly to the back-end bandwidth of the array. Inter-node connectivity links have been upgraded and an additional Direct 
Memory Access (DMA) engine has been added to each ASIC to help accelerate RAID calculations. With DMA, the Gen5 ASIC optimizes latency 
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associated with write I/O, which is acknowledged to the host once that I/O has been written to the local cache (where the I/O arrived) and has 
been mirrored to a partner node. The data mirroring happens using the high-speed PCIe links that form the full mesh. The local ASIC copies data 
to the ASIC on the partner node while the local CPU sends the transaction log via DMA for that I/O to the partner CPU memory without 
interrupting the partner CPU. This DMA capability avoids the need for additional CPU interrupts, making the partner CPU a passive participant in 
this entire operation and consequently results in a much more latency-efficient write process. 

Mixed Workload Technology 
In the HPE 3PAR architecture, transactional and throughput-intensive workloads are able to run on the same storage resources without 
contention thanks to the HPE 3PAR Gen5 ASIC. In the case of Mixed Workload Technology, the ASIC and CPU combinations allows the system 
to process smaller I/O without inordinate delay due to coinciding large block I/O (Figure 3). This technology not only allows 3PAR arrays to excel 
in the mixed workload environments of the modern data center but also significantly reduces the average latency of 3PAR arrays. 

 

Figure 3. HPE 3PAR mixed workload technology 

Software-only architectures used by both traditional storage vendors and today’s all-flash arrays are bound by the capabilities of the controller 
CPUs which are often heavily loaded by the workload associated with the high performance requirements from I/O passing through the system. 
This is exacerbated in mixed workload environments and CPUs can quickly get tied up with large blocks which increases the latency of small I/O 
workloads like databases, which cannot be processed until the larger I/O has been completed. Conversely, HPE 3PAR systems deliver consistent 
performance in mixed workload scenarios (Figure 8) through Mixed Workload technology which processes simultaneous transactional and 
sequential workloads without compromising on service levels.  

Multi-level, highly virtualized data layer 
To ensure balanced performance and to maximize the utilization of physical resources, the HPE 3PAR Operating System (OS) employs a tri-level 
mapping methodology similar to the virtual memory architectures of the most modern enterprise operating systems. The first level of mapping 
virtualizes physical drives (PDs), in our case SSDs, into a single pool of uniform-size, fine-grained chunklets. Access to every chunklet eliminates 
large pockets of inaccessible storage even with mixed drive capacities. The second level of mapping associates chunklets with logical disks (LDs), 
at which point RAID characteristics can be implemented. The third level of mapping associates virtual volumes (VVs) with one or more 
underlying LDs. The fine-grained, highly abstracted, tri-level virtualization scheme enables a single flash drive to support hundreds of volumes 
and a multitude of RAID definitions at the same time, allowing the system to make the most efficient use of flash-based storage. It also allows 
every volume to reside on every flash drive in the system. 
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Express Layout 
This unique technology born from the HPE 3PAR three-layer virtualization technology allows 3PAR controller nodes to share access to SSDs in 
order to further drive efficiency. Replacing traditional layouts for flash, Express Layout allows each SSD to be actively accessed by both 
controllers in a node pair at the same time. This allows a node pair to use capacity from every drive to build logical capacity. For smaller 
configurations, like an eight drive system, Express Layout allows the nodes to significantly reduce the overhead historically associated with parity 
RAID layouts and can result in more than 10% reduction in overhead which increasing performance by allowing more than one controller to drive 
I/O through the drive. 

Adaptive Read 
When reading data into cache from spinning disks, HPE 3PAR systems in fixed-block sizes of 16 KB. This is useful in a spinning disk world 
because seek times are slow and once a read opportunity is available reading additional data into cache increases the chance of future cache hits, 
lowering the latency of future I/O. With flash media, random reads are extremely fast as there are no spinning mechanical parts so the penalty of 
a read miss is minimal and reading additional data actually imposes a penalty. Given this attribute of reading from flash, HPE 3PAR systems read 
only the data required into cache (Figure 4) when reading from SSDs. As the size of the cached data is adapted to the originating host I/O 
request (as opposed to the system cache page size)—the resulting benefits are: 

• Greatly optimized read latency—with I/O-intensive workloads, typically true with flash environments, for a 4 KB I/O, only a 4 KB block is read in 
cache, not 16 KB. This reduces the time required to complete a read operation. 

• More efficient back-end throughput—a smaller cache page read also optimizes back-end throughput, enabling higher IOPS without hindering 
the back-end throughput handling. For example, a thousand 4 KB reads from flash result in 4Mbps of back-end throughput instead of 16Mbps 
of throughput, which would be the case if minimum cache page read granularity was 16 KB. 

 

Figure 4. HPE 3PAR Adaptive Read design 

Adaptive Writes 
As cache pages are 16 KB in HPE 3PAR systems, Adaptive Writes works by detecting when a sub-16 KB write hits cache, identifying the part of 
the cache page that holds data and committing only that part of the cache page to disk, discarding the whitespace stored in the rest of the cache 
page. The HPE 3PAR architecture achieves this by keeping a bitmap for each cache page and writes only the changed part of the cache page to 
flash media (Figure 5). This optimization results in fewer writes to flash media which not only increases the effective endurance of flash media 
also reduces back-end throughput as it is only writing changed data to the back-end. 
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Figure 5. HPE 3PAR Adaptive Write design 

Autonomic Cache Offload 
Autonomic Cache Offload is a flash optimization that eliminates cache bottlenecks by changing the frequency at which data is offloaded from 
cache to flash media based on system utilization. This ensures consistently high performance levels as the system scales performance to 
hundreds of thousands and even millions of IOPS. New writes coming into the array are acknowledged to the host as soon as the I/O gets written 
to cache in two nodes for protection. The in-cache write then gets flushed to the storage media at a rate based on cache utilization. At higher 
levels of utilization, HPE 3PAR increases the frequency at which flushes take place which allows the system to deliver consistent performance 
without running into cache bottlenecks, even at extreme performance levels. 

Another important aspect of the cache offload algorithm is the decision around which cache data should be flushed to the back end. HPE 3PAR 
systems maintains a log of read cache hits and keeps more frequently accessed pages in cache, lowering latencies. 

Another important aspect of the HPE 3PAR caching algorithm is how it handles large write requests. To enable cache-consistency, writes are 
acknowledged to the host as soon as they are written to the cache on two nodes. If the writes are large, the HPE 3PAR caching algorithm 
allocates cache pages (16 KB) as the pages become available instead of waiting for all the necessary pages to become available before starting 
to commit data. For example, a 128 KB write request requires eight cache pages but writes can be started even when just one cache page is 
available and is completed when the eighth cache page has been written to. This allows HPE 3PAR to improve write latency which is crucial 
when delivering millions of IOPS. 

Express Writes 
HPE 3PAR Express Writes is actually a series of HPE 3PAR OS innovations which, when combined, significantly reduce overall latency with the 
largest reductions applying to small random writes. This is achieved by optimizing the I/O path and reducing the number of SCSI interrupts 
associated with small I/O writes. The improvement in latency can be as high as 30% and while this applies to all 3PAR systems it is of most 
significance when deployed with all-flash systems as this is when low latency is most critical. 

Priority Optimization 
The HPE 3PAR architecture is capable of extremely high performance—up to 10 million IOPS in a four-system federation.2 However, there are 
few applications that can take advantage of even hundreds of thousands of IOPS on their own. The performance and capacity scalability of the 
HPE 3PAR platform combined with the plethora of mixed workload and multi-tenancy features makes it the ideal destination platform to use 
when consolidating multiple enterprise workloads to a single array. While many applications can share system resources without incident, many 
enterprise applications there are some applications and workloads that are capable of runaway performance demands that can starve other 
applications on the same platform that are competing for performance resources. 

HPE 3PAR Priority Optimization assures quality of service (QoS) by enabling customers to guarantee service levels in not only multi-tenant 
environments but any environment that hosts multiple services. It enables customers to define maximum and/or minimum performance 
thresholds for front-end IOPS and/or bandwidth with application-level granularity. Customers can also set latency targets as low as 
500 microseconds for volume sets and help ensure that their most critical applications get the right resources to meet their service level targets 
(Figure 6). 

 
 
2  Requires the use of HPE 3PAR Peer Motion software. Assuming 4 x 20800 arrays that support 2.5 million IOPS and 15 PBs of usable capacity, customers can configure up to 

60 PBs of usable capacity that supports an aggregate of 10 million IOPS and 300 GB/s of bandwidth. 
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HPE 3PAR Priority Optimization requires no host agents or physical partitioning of resources within the storage array (which, ironically can lead 
to both increased management complexity and further resource constraints). Priority Optimization can be applied, altered and removed online, 
non-disruptively at any point for maximum flexibility. 

 

Figure 6. HPE 3PAR Priority Optimization 

High performance host connectivity: FC 
As discussed, HPE 3PAR all-flash solutions are capable of extremely high performance. It is easy to forget the critical links between the 3PAR 
system and host servers which, if aging, may not only introduce a potential bottleneck between the array and hosts but could also lead to 
unplanned disruption, especially of older switches are in use. HPE 3PAR systems and modern host servers have the capacity to easily saturate 
8 Gb FC connections without reaching their full performance potential. To receive the anticipated returns on flash investments it may need to 
consider increasing storage networking performance. 

HPE 3PAR support for 16 Gb Fibre Channel offers a simple and immediate solution. Replacing the 8 Gb FC components with 16 Gb FC 
components can easily increase both bandwidth and IOPS up to 35 percent and realize a 2.5X or better latency improvement, remaining 
significantly and consistently under a millisecond. With older 4 Gb FC infrastructure in its end-of-support life and 8 Gb FC infrastructure starting 
to reach end-of-life status, now is the time to evaluate 16 Gb technology for flash deployments. 

 

Figure 7. 16 Gb Fibre Channel connectivity combined with HPE StoreFabric 16 Gb end-to-end infrastructure 
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Fewer switches, adapters, cables and optics are required with 16 Gb infrastructure to achieve the same aggregate bandwidth and IOPS, resulting 
in lower CAPEX and OPEX as fewer FC components reduce rack footprint and overall service costs. Like flash, 16 Gb technology takes advantage 
of the latest in ASIC technology to increase performance, resiliency and lower power consumption. 

High performance host connectivity: Ethernet 
HPE 3PAR offers a unified solution for IP-only environments for both block (iSCSI) and file (SMB and NFS). IP environments have not historically 
been considered suitable for flash but recent flash innovations have made flash technology available for wide-scale deployment that increasingly 
includes many IP storage connectivity options. Basic enterprise IP requirements including IPv6 and VLAN tagging are fully supported and IP host 
connectivity has been significantly improved by supporting more than 8,000 initiators per system. Support for newer enterprise features 
including Data center Bridging (DCB) to enable high performance, low latency lossless connectivity over IP is supported to increase flexibility in 
deployment. SendTarget support greatly reduces storage provisioning overhead while Persistent Ports introduces the ability to tolerate link, SFP, 
port and even full controller failure scenarios seamlessly from a host perspective. 

Multi-tenant I/O processing 
HPE 3PAR systems present volumes to hosts using multiple front-end ports. Unlike other platforms, HPE 3PAR volumes are known as Virtual 
Volumes (VVs) due to their virtualized, abstracted nature. This virtualized nature allows HPE 3PAR arrays to distribute I/O evenly across all 
front-end ports for each host by distributing each VV across the available host ports with 32KB granularity using LBA IDs to identify offsets for 
attached hosts. The result of this technology is that each 32KB offset of a VV is distributed across a different front-end port, ensuring that each 
host will distribute its workload evenly between all of the front-end ports it has access to. 

By evenly loading every host port, HPE 3PAR systems ensure that specific ports and nodes cannot become a bottleneck for performance and 
provides consistent system performance even when under load.  

Efficiency optimization—extending the life and utilization of flash media 
Flash prices have fallen in recent years, driving mainstream adoption of all-flash deployments but even with these reductions in price, it is still 
critical to get the most from any investment in all-flash. The relative acquisition cost differences between SSDs and HDDs make flash capacity 
utilization an important factor while the endurance characteristics of flash make minimizing writes to flash extremely important. 

3PAR Adaptive Data Reduction 
To improve the efficiency of data storage, HPE 3PAR arrays deploy various efficiency technologies that reduce the amount of host-written data 
that’s actually committed to flash media. This also has the effect of improving flash drive endurance. The most common failures for spinning disks 
are due to mechanical failure caused by the multitude of moving parts, but flash is an electronic media that wears down not through mechanical 
failure but with each write/erase cycle the drive handles. To ensure the endurance of flash media, it is necessary to minimize writes where 
possible to reduce the effect of media wear-out. HPE 3PAR arrays employ a number of flash technologies each with a goal to reduce the amount 
of data written to flash media in order to increase endurance—when combined, these technologies result in significant savings that not only 
improved the endurance of flash media but also reduce the effective cost of deploying all-flash solutions. 

These technologies are collected together as Adaptive Data Reduction, a suite of tools that includes Zero Detect, deduplication, compression and 
Data Reduction—a set of innovative tools that offer significant capacity savings without severe impacts to performance. 

Zero Detect 
The HPE 3PAR ASIC features an efficient, silicon-based zero detection mechanism that detects write streams of zeros and prevents them being 
written to the backend. Writes of zeros—essentially free space—can occur for many reasons but the result is that zeros are written to the flash 
media consuming valuable space and increasing wear on the drive to store nothing. Zero Detect is powered by a dedicated ASIC engine that 
identifies and removes streams of zeros, preventing them from being written to disk (Figure 8). This technology, combined with extremely 
efficient 16KB allocation sizes made 3PAR arrays renowned for significant savings even over other comparable thin technologies. HPE 3PAR 
was, and still is, the only array to offer thin provisioning through the 3PAR ASIC which incurs no performance penalty and unparalleled space 
savings. With flash media, this technology is more relevant than ever as the increased efficiency leads not only to improved flash endurance but 
by increasing efficiency it also leads to reduced costs when deploying all-flash. 



Technical white paper Page 11 

 

 

Figure 8. Zero Detect removing pages of zeros 

Deduplication with Express Indexing 
Deduplication is a technology designed to eliminate duplicate information from being committed to disk. The 3PAR ASIC features a dedicated, 
high performance, low latency hashing engine used for deduplication that can lead to not only massive savings over standard deployment 
methodologies but a much smaller performance overhead when deduplication is enabled. Deduplication employs Express Indexing, a mechanism 
that provides extremely high performance lookup tables for fast detection of duplicate write requests. 

When a new write request enters cache, a hash (or fingerprint) of the data is generated in order to draw a match against other data stored on the 
array. Generating a hash of every data write is an extremely CPU-intensive task and many software-implemented hashing algorithms commonly 
found in all-flash platforms add a significant performance overhead to write performance. With HPE 3PAR deduplication software, the 
CPU-intensive jobs of calculating hash signatures for incoming data and verifying reads are offloaded to the ASICs, freeing up processor cycles 
to perform other critical data services. 

Once the hash has been calculated, Express Indexing performs instant metadata lookups in order to compare the signatures of the incoming 
request to signatures of data already stored in the array. If a match is found, the system flags the duplicate request and prevents it from being 
written to the back end. Instead, a pointer is added to the metadata table to reference the existing data blocks (Figure 9). To prevent hash 
collision (when two write pages have the same signature but different underlying data), HPE 3PAR deduplication software leverages the 
controller node ASICs once again to perform a high-performance bit-to-bit comparison before any new write update is marked as a duplicate, 
preventing incorrect data matches. This is an important step to prevent data corruption and should be at the core of any deduplication 
implementation. 

 

Figure 9. ASIC-based hash signature generation for inline deduplication 

This hardware-assisted approach enables an inline deduplication implementation that carries multiple benefits, including increased capacity 
efficiency, flash performance protection and flash media lifespan extension. The combination of hardware-assisted hashing and Express Indexing 
is so powerful, that HPE 3PAR offers performance comparable to—or exceeding—other storage systems with over eight times more CPU cores 
and memory resources. This allows HPE 3PAR to offer significantly reduced power and cooling costs. 

Compression 
While deduplication looks for opportunities to remove entire blocks of data by comparing them against each other, compression works by looking 
for opportunities to reduce the size of pages before they’re written to flash. When compression and deduplication are enabled together, data is 
first deduplicated then compressed. 

 

Figure 10. ASIC-based hash signature generation for inline deduplication 
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Compression is unlike many other 3PAR-implemented technologies as for optimal performance, compression needs to be run across as many 
parallel threads as possible instead of fewer, extremely fast, dedicated engines. This results in CPU cores being optimal for compression rather 
than dedicated ASIC engines. However, this doesn’t mean that the 3PAR ASIC doesn’t have a part to play in compression: since virtually every 
other CPU-intensive operation is offloaded to the ASIC, CPU cores in 3PAR arrays are very lightly used meaning that CPU resources are available 
for use with compression without worrying about resource contention. This leads to high performance without requiring excessive system 
resources. Additionally, 3PAR implements Express Scan, a technology specific to 3PAR that further reduces the CPU overhead associated with 
compression. This is achieved by inspecting blocks to ensure data is compressible, rather than wasting CPU cycles attempting to compress data 
we can identify is incompressible. 

HPE 3PAR compresses data using an extremely fast, modern compression algorithm that’s very fast for compression tasks and extremely fast for 
decompression tasks while offering excellent compression savings. Read and write performance profiles are very important with compression; 
write performance needs to be high to support incoming write streams of data but since writes are cached in the system before they’re 
committed to flash, compression is essentially an asynchronous task so doesn’t impact write latency as heavily. However, reads are far more 
sensitive because not all reads are delivered from cache; whenever a read “miss” occurs (when a read is requested and it’s not in cache) the array 
must read the backend data, decompress it and return it to the host. Performance here is key as latency will increase as decompression 
performance reduces. The compression algorithm 3PAR implements offers extremely high decompression tasks, virtually eliminating any latency 
difference between thin provisioned volumes and compressed volumes. 

Data Packing 
Once data has been compressed, the result is a number of data blocks that are smaller in size but are also odd sizes (1.3KiB, 4.2KiB, 5.6KiB, etc.). 
These pages are not only odd sizes, but they’re very hard to write to flash since flash pages are fixed in size—writing these pages directly to flash 
will result in lost performance and reduced efficiency, neither of which are desirable. Data Packing addresses this issue by packing these 
odd-sized pages together into a single page before they’re written to flash. 

 

Figure 11. Multiple pages stored together through Data Packing 

The result of data packing is that the system maintains fixed-size flash-native block sizes that increase both performance and system efficiency. 
While there are many different approaches to addressing this issue, Data Packing carries some innovative benefits. One of the largest of these is 
that 3PAR systems require no post-processing tasks to deal with excessive amounts of garbage collected—simply because Data Packing creates 
very little garbage in the first place. Overwrites are generally in-place, meaning we don’t generate “stale” data and have to collect it later—the 
system simply updates the overwritten data where it’s held and moves on to the next write. Many approaches append many writes together into 
a huge stripe before committing them to flash, but as data is overwritten this results in “holes” in the data which impacts the efficiency of the 
system—until housekeeping defragments these stripes, the system’s usable space is reduced so these systems typically hide some free space 
from the administrator to cover up the lost capacity. HPE 3PAR systems will never hide capacity from the administrator as Data Packing prevents 
3PAR systems from getting into this scenario in the first place.  

The result of Data Packing is that 3PAR Adaptive Data Reduction technologies are 100% inline, requiring no post-process tasks, resulting in 
consistent, high levels of performance with consistent space usage. 

HPE 3PAR Compaction 
In addition to Adaptive Data Reduction, 3PAR systems offer additional capacity-efficiency technologies that include market-leading 
hardware-accelerated thin provisioning, Thin Clones, Thin Reclaim, Virtual Copy and other technologies. Savings from these technologies are not 
included in Adaptive Data Reduction (or data reduction ratios) and are instead reported in the Compaction ratio—a ratio that exposes the full 
suite of efficiency technologies. Therefore, Compaction is the combination of Thin technologies and Adaptive Data Reduction. 



Technical white paper Page 13 

 

Thin Clones 
HPE 3PAR Clones is an extension of deduplication for server virtualization environments. HPE 3PAR Thin Clones software provides 
host-initiated deduplication for virtual machine (VM) clones with Microsoft® Hyper-V and VMware® ESXi. These VM clones are created instantly 
by leveraging copy offload for VMware vStorage APIs for Array Integration (VAAI) and Microsoft Offloaded Data Transfer (ODX) technology 
without increasing capacity consumption on the HPE 3PAR system. 

Thin Clones leverages deduplication to update the metadata table without copying data, relying on inline deduplication technology to reduce 
capacity footprint as new write request come in (Figure 10). New cloned VMs are instantly deduplicated and future writes will automatically be 
deduplicated inline. 

 

Figure 12. Non-duplicative VM clones leveraging inline deduplication 

Reservationless thin snapshots 
Unlike traditional architectures, the HPE 3PAR architecture is designed to be thin from the start. There are no pools to be created or reserved 
upfront for thin provisioning. In addition, reservationless, non-duplicative, copy-on-write snapshot technology allows customers to protect and 
share data from any application. Capacity is never reserved upfront and changed data is never duplicated within the snapshot tree. You achieve 
efficient utilization of flash storage without the need for any pool creation or up-front capacity reservation. 

Thin Reclamation 
The HPE 3PAR architecture has the ability to look for pages that have been “zeroed out” by the host (when the host writes pages of zeroes) and 
reclaim those pages to maintain capacity efficiency over time. This reclamation capability is highly efficient since it is performed with 16 KB 
granularity. Every block of flash storage that gets reclaimed immediately becomes available for other applications requiring space, ensuring that 
existing flash storage is utilized efficiently before forcing customers to purchase additional capacity. 

Coalescing writes in memory 
When multiple smaller writes are stored in cache, committing these writes individually can lead to inefficient use of flash storage as they can 
result in unaligned writes that consume more space than required. Coalescing these writes in cache before committing them to flash results in far 
more efficient use of flash media and far less wastage of capacity through misalignment. 

Adaptive Sparing 
The HPE 3PAR architecture further extends SSD media utilization and endurance through patented Adaptive Sparing technology. To enable this 
technology, Hewlett Packard Enterprise collaborates with SSD suppliers to use release capacity typically reserved by SSD suppliers for wear 
management to allow HPE 3PAR systems access to a higher amount of drive flash capacity. 
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Traditional architectures manage drive failures by deploying dedicated spare drives that are used to rebuild failed drives in the event that one of 
them should fail. This is inefficient as the spare drive cannot contribute to system performance and, in a flash environment, cannot be used to 
evenly balance writes across all drives. Through the highly virtualized data layer, HPE 3PAR arrays identify a number of chunklets on each drive 
and reserves them for use as spare space, distributing spare capacity across the system. Adaptive Sparing builds on the existing sparing 
mechanism by taking the reserved spare chunklets and releasing their capacity back to the drive, allowing it to perform critical drive-level tasks 
including garbage collection and media wear-levelling (Figure 11). This spare space can be reclaimed from the drive at any time in order to use 
the space to rebuild the data from a failed drive, should such an event occur. 

The result of Adaptive Sparing is a technology that can increase drive endurance (and improve overall system reliability) and write performance, 
but also potentially increase usable drive capacity depending on the drive’s original characteristics. In fact, Adaptive Sparing actually extends 
media lifespan so far that it is the main contributor to the 5-year unconditional warranty applied to all HPE 3PAR SSDs. 

 

Figure 13. Using spares for better SSD endurance 

System resiliency—application availability and data protection designed for flash 
All-flash systems are generally deployed to support the most critical data in the business—whether that’s a select number of business-critical 
applications or every application in the environment and these are generally the highest profile applications. Any storage solution—all flash or 
otherwise—should be not only be highly available but also support rich data services such as clustering and multi-site replication; migrating to 
all-flash provides massive advantages but shouldn’t come at the cost of basic data availability requirements. Selecting an all-flash solution that 
doesn’t ask for to compromise on availability and data services is absolutely key to maintaining application uptime. 

Success for any business depends on application performance and availability; unplanned downtime can be extremely costly in terms of lost 
revenue and productivity. Application consolidation is one of the major benefits of flash-based systems but it also means greater risk if that 
system goes down which only reinforces the importance of selecting a system that supports the data services expected of an enterprise-class 
array. 
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HPE 3PAR Persistent Technologies 

The HPE 3PAR architecture features a set of technologies designed to eliminate data corruption, prevent performance degradation during 
component failure, mask component failure from hosts and even protect against entire site failure. 

 

Figure 14. HPE 3PAR Persistent Technologies for Tier-1 resilience 

Persistent Cache 
HPE 3PAR Persistent Cache is a resiliency feature built into the HPE 3PAR OS that allows the graceful handling of an unplanned controller 
failure or planned maintenance of a controller node (Figure 12). In dual-controller-based storage systems, a controller failure results in the 
storage system going into write-through mode, under which each write needs to get written to back-end media before acknowledgment to the 
host. Even in all-flash arrays, controller failure in a dual-node system can lead to a significant performance loss since 50% of the controller 
resources have been lost and, in addition, all write I/O must be committed to flash before an acknowledgement can be sent to the host. While 
flash is significantly faster than spinning media, cache is also much faster than flash—which is while it is still present in all-flash arrays. Losing 
access to this resource limits the performance of the system. 

HPE 3PAR Persistent Cache eliminates the substantial performance penalties associated with write-through mode, so that HPE 3PAR systems 
can maintain consistently high service levels even in the event of a cache or controller node failure. Persistent Cache dynamically remirrors the 
cache of the surviving node with another controller in the cluster allowing the node—and therefore the system—to remain in a mirrored cache 
mode and maintain write-back caching. HPE 3PAR Persistent Cache is supported on all HPE 3PAR systems with four or more nodes. This avoids 
the latency penalty and IOPS degradation associated with write-through mode. 

Persistent Ports 
HPE 3PAR Persistent Ports is a Tier-1 resiliency feature that allows for a completely non-disruptive software upgrade environment in which 
dependence on host-based multi-pathing software is completely avoided during a software upgrade process (Figure 12). In addition, HPE 3PAR 
Persistent Ports technology renders node failure to be completely transparent to hosts using the array. Relying on multi-pathing software to 
maintain host connectivity during these failure scenarios can result in increased latency and reduced performance, especially immediately 
following the path’s initial failure. Persistent Ports removes the reliance on the host-side, instead handling path failover at the array level which is 
significantly faster and eliminates disruption to service. This happens as partner nodes have the ability to create virtual instances of each other’s 
port IDs and seamlessly migrating them from node to node without the host being notified the path has failed. 

HPE 3PAR Persistent Ports technology also detects loss of laser at front-end HPE 3PAR ports and seamlessly enables its partner ports to take 
over I/O servicing without any disruption to the hosts. This capability is available for all connectivity options on HPE 3PAR including FC, iSCSI 
and FCoE, and protects users against wrong cable-pull scenarios and loose connections to front-end ports. 
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Persistent Checksum 

Persistent Checksum is an enterprise-class feature that protects against silent data corruption that might occur while data is either being read 
from or written to flash media and is an excellent example of how the I/O path has been completely optimized for flash. 

HPE 3PAR implements T10-PI, a SCSI standard that adds a layer of data protection to data storage by appending an eight-byte record called 
the Data Integrity Field to each disk sector. During writes, the host-side HBA attaches the T10-DIF to write packets—these are be used to ensure 
that data that arrives at host ports is the same data that left the host’s port. In the event of data corruption, the HPE 3PAR OS simply replies to 
the host with an error, which triggers a fresh write request from the host side. As T10-DIF information is written with data, during data reads the 
T10-PI metadata also provides a method to validate the data returned by the disk drive is valid before sending the data to the host. 

HPE 3PAR systems leverage the HPE 3PAR ASIC in order to implement Persistent Checksum. This unique feature allows 3PAR systems perform 
T10-PI consistency checks as data passes through the ASIC. This provides two advantages: data is checked for corruption immediately before 
being written instead of just at the host ports, but it also means that T10-PI is completely transparent to hosts and checks are carried out on 
data in-flight. 

Asynchronous Streaming replication 
HPE 3PAR offers the most complete set of disaster recovery solutions in the industry including support for various forms of replication through 
the Remote Copy suite of products. The latest addition to this extensive arsenal is Asynchronous Streaming replication for HPE 3PAR Remote 
Copy. This extends Remote Copy with a replication technology that is ideal for use in all-flash systems as it not only offers near-zero RPOs but 
also doesn’t impact host performance. 

Periodic synchronous replication, based on snapshots and delta syncs, has minimal impact on host performance but it does require compromise 
as RPOs are measured in minutes, not seconds or milliseconds. This may be suitable for many environments where RPOs in minutes are 
acceptable but data compliance and business requirements can often drive the need for lower RPOs. 

In contrast to periodic asynchronous, synchronous replication provides zero data loss in the event of failure for the ultimate RPO but can have an 
impact on host performance. As spinning media solutions measure performance in tens of milliseconds, creating an exact copy of data over an 
extended distance adds some latency but it’s generally acceptable in terms of meeting service-level agreements. All-flash systems are far more 
sensitive to latency overheads as performance is now measured in microseconds so any overhead measured in milliseconds can significantly 
increase latency. The overhead associated with replicating every write request over an IP links twice (round trip) has this impact. 

HPE 3PAR Remote Copy software supports keeping a near-exact copy via the Asynchronous Streaming replication mode. This replication mode 
removes the compromise between performance and increasing RPOs as the system is now able to protect against disasters over hundreds or 
thousands of miles at near-zero RPOs without affecting host performance. 

Maintaining service levels during media failures 
One of the characteristics of flash media is that it doesn’t offer the same performance increases when working with large sequential writes 
compared to random reads and writes so it is important to ensure that large writes are not issued to flash media. A common scenario in which a 
large sequential write process is typically started on the back end is in the case of a media failure: after a drive fails, the reconstruction process is 
essentially a sequential read/write process. HPE 3PAR’s system-wide sparing changes the reconstruction process for flash, which is already fast 
and based on a many-to-many rebuild (instead of a many-to-one rebuild). 

HPE 3PAR Storage handles reconstruction of flash media in a different way than it handles reconstruction of spinning media. Instead of issuing 
large sequential reads/writes as it does for HDDs, HPE 3PAR Storage performs smaller 32 KB read/writes for flash media which, when combined 
with the system-wide striping becomes randomized. This is an important factor that enables HPE 3PAR Storage to provide a consistent 
performance level, even under situations of flash-based media failure. 

Peer Persistence 
To protect the most critical data, a metropolitan area cluster using two HPE 3PAR systems can be created. HPE 3PAR Peer Persistence software 
enables HPE 3PAR systems located in different data centers at metropolitan distances to act as peers to each other, presenting continuous 
storage system access to hosts connected to them. This capability allows the configuration of a high-availability solution between two sites or 
data centers where storage access failover and failback remains completely transparent to the hosts and applications running on those hosts. 
Compared to traditional cluster failover models where upon failover, the applications must be restarted, Peer Persistence software allows hosts to 
remain online serving their business applications even when they switch storage access from their original site to the storage array in the remote 
site, resulting in a much improved recovery time. 
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The Peer Persistence software supports bi-directional replication which enables each site to perform as a disaster recovery center for the other. It 
enables the migration of applications from one site to another based on business and performance needs without impact on the applications 
running on those hosts. 

Infinite Flash 
Investing in a new all-flash array is key for businesses to improve the user experience, increase agility, meet SLAs and reduce management of the 
storage environment. Over time, new generations of hardware will arrive that will create new possibilities and offer improved performance. Many 
architectures approach this issue by offering upgrades to specific system components, usually controllers on the basis that those are the 
components that limit performance and that simply upgrading components in place will solve future issues. This approach doesn’t come without 
issues though; while flash media tends to wear over their lives rather than suffering random failures as is common with spinning disks, there are 
still electronic components inside the drive including NAND controllers and interface devices that still suffer from degradation over time and at 
some point these will fail, even though the flash media is still viable. As the drives age they will become more likely to suffer failure due to the 
instability of old components. In addition, replacing only one component means the rest of the system is essentially frozen in time using 
whichever technologies were current when the solution was first designed and unable to take advantage of newer transports and technologies 
available in the future. Over time, power supplies, fans, I/O modules and flash media will become less stable and more prone to failure which 
increases the likelihood of unplanned outages.  

HPE 3PAR systems take a different approach to this solution. From its inception, HPE 3PAR solutions have been designed with asset refresh in 
mind. The pain associated with the migration of data during a technology refresh has been eliminated by Peer Motion technology—discussed 
later in this whitepaper—and thousands of customers have already enjoyed the benefits of painless refreshes of their storage estate. Leveraging 
this technology, customers are able to migrate from older 3PAR systems to current all-flash models online and non-disruptively. This technology 
will continue to apply to all future 3PAR systems, enabling customers to not only embrace the newest technology that will be available at the 
time but to continue to enjoy the resilience that a new system provides without worry about aging components causing issues.  

This approach maintains system reliability and ensures customers always benefit from the latest technologies available. 

Flat backup with flash-optimized data protection integration 
HPE 3PAR offers highly resilient storage to protect against service loss due to individual component failure and can help protect against data 
corruption at the storage layer. However, for a truly complete the data protection it’s important to consider the role of backup in any storage 
environment. All-flash is focused on high performance and enhanced SLAs but Hewlett Packard Enterprise believes data protection does not just 
stop at primary storage but extends to backups for full protection of digital assets.  

HPE 3PAR all-flash storage enables massive consolidation of enterprise applications which increases reliance on that platform. In the same way 
resilience is important, fast recovery time from any failure is even more critical to meet the SLAs defined in most businesses. In tune with the 
capacity savings expected in a flash environment it is key to deploy a data protection solution that not only reduces backup windows and 
increases restore performance but minimizes the impact of multiple backups of the same set of applications. Tight integration between any 
all-flash solution and backup is essential to continue to maintain the SLAs expected by the business. The integration between HPE 3PAR and 
HPE StoreOnce family closes the rift between enterprise storage and backup of mission critical data. 

HPE StoreOnce Express Protect technology delivers flat backup between HPE StoreOnce appliances and HPE 3PAR all-flash arrays (Figure 13) 
whether you choose to deploy a physical appliance or a Virtual Storage Appliance (VSA). HPE StoreOnce protects applications against file loss or 
application corruption beyond the oldest snapshot stored on primary arrays as well as protecting applications against storage platform outages. 
With flat backup, data bypasses media servers and is pulled directly from the storage system to the backup appliance. When a backup software 
agent doesn’t have to run on the primary storage, this reduces the impact of backups on applications which helps support goals for deploying 
flash. Through the use of snapshots, only incremental changes are sent over to the StoreOnce backup appliance (snap diffs) which reduces the 
bandwidth required to perform backups. Elimination of the media server and associated backup software also means greater simplicity and 
significantly lower cost as there is no capacity-based licensing involved. 
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Figure 15. Flat backup with Express Protect 

Flat backup greatly accelerates backup performance but also provides incredibly fast application recovery. This is because a fully synthetic 
backup is created in the backup appliance using the incremental changes (snap diffs), which are sent over from the primary array. This process is 
ongoing so when the worst happens and data recovery is necessary the StoreOnce appliance essentially has a full snapshot ready and waiting to 
be recovered from, removing reliance on backup software to perform the restore. This approach removes load on the primary array, eliminates 
the media server requires no backup software to complicate or slow down the process reducing RTOs to seconds or minutes. This applies equally 
to physical and virtual StoreOnce backup appliances. Flash-integrated data protection provides application-consistent backups of VMs and 
crash-consistent backups of databases and other critical workloads for near-instantaneous recovery. Integration with leading software solutions, 
including mainstream business infrastructure applications and backup solutions, simplifies management and can even provide control of 
restoration to application owners to enable autonomy and relieve pressure on storage administrators. Today this is limited to VMware and 
Microsoft SQL, but integration with other applications is under development and will be available soon. 

Data encryption at rest (DAR) 
With the majority of flash systems serving mission-critical applications, security and encryption can also become key requirements for flash 
arrays. HPE 3PAR complies with the standards set forth by the National Institute of Standards and Technology (NIST) and FIPS 140-2 (Federal 
Information Processing Standard) by supporting encryption that helps protect valuable data through self-encrypting drive (SED) technology. In 
the context of flash, SEDs are standard SSDs with a custom ASIC built into the drive’s controller chipset that automatically encrypts and decrypts 
all data being written to and read from the media inline without performance overhead. 

HPE 3PAR supports Full Disk Encryption (FDE) based on the Advanced Encryption Standard (AES) 256 industry standard. The encryption is 
part of a hash code that is stored internally on physical media. All encryption and decryption is handled at the drive level and needs no other 
external mechanism. 

This provides externally validated encryption methods for HPE 3PAR systems providing peace-of-mind that data stored on HPE 3PAR systems 
meets the demands of enterprise encryption for data security in the data center. 

Data mobility—optimize resources at the data center level 
Modern applications place unique demands on data center resources as data must move fluidly between applications, systems, storage and 
across physical locations. The ability to have complete control over data locality at a granular level enables businesses to remain agile and ensure 
that resources are available where required at any point in time. The flexibility to not only deploy but enable data mobility is key to driving 
maximum efficiency on various storage tiers and resource pools. 

SAN virtualization is a common technology used to attempt to achieve this goal. SAN virtualization relies on external hardware appliances to 
virtualize attached storage and increases device management through the introduction of a second layer of management. This hierarchical, 
appliance-based approach leads to additional cost and complexity through the requirement for additional hardware and management; data path 
interruption and performance degradation; ongoing software license costs; complex device support requirements; and lack of scalability. Once in 
place, SAN virtualization becomes entrenched in the environment making it extremely time-consuming and expensive to remove. It can solve 
some data immobility issues but SAN virtualization is not suited to dynamic and unpredictable demands. 



Technical white paper Page 19 

 

HPE 3PAR takes a different approach by building non-disruptive data movement capabilities into the array requiring no additional hardware or 
management. In fact, this approach actually reduces management overhead by creating a single point of management for all storage tiers. Data 
services implemented at the 3PAR OS level enable multiple systems to be “federated” into a single pool of resources that communicate based on 
peer-to-peer, native capabilities. The HPE 3PAR federated data services allow drive the efficiency of flash investments by enabling a range of use 
cases for non-disruptive data movement using HPE 3PAR Peer Motion software, HPE 3PAR Online Import software, and HPE 3PAR Peer 
Persistence. 

Peer Motion 
HPE 3PAR Peer Motion software enables seamless movement of data between HPE 3PAR systems of any model, enabling one-click workload 
balancing. Up to four HPE 3PAR systems can be pooled into the same federation to support up to 60 PB of usable capacity and 10 million IOPS.3 
Multi-array, bi-directional non-disruptive data mobility across systems enables administrators to shift workloads at will to reduce costs associated 
with asset lifecycle management and lower technology refresh costs. 

HPE 3PAR Peer Motion software is a non-disruptive data mobility tool for enterprise block storage that does not require any external appliance 
to be included in the data path, nor does it introduce any additional overhead on the host resources. Unlike traditional block migration 
approaches, the HPE 3PAR Peer Motion software enables non-disruptive data mobility of storage volumes between any HPE 3PAR system that 
is part of a storage federation without complex planning or dependency on extra tools (Figure 14). 

Federated multi-array, bi-directional data mobility between HPE 3PAR systems is easy to implement and manage via the HPE 3PAR 
Management Console (SSMC). Simple predefined workflows have been implemented within SSMC that provide the ability to move data; for 
example, moving all volumes associated with a host from one HPE 3PAR system to another or moving individual volumes for workload balancing 
purposes—all with just a single click. 

 

Figure 16. Manage resources at the data center level through HPE 3PAR Federation 

Online Import 
HPE 3PAR Online Import software enables non-disruptive data migration from legacy storage to an HPE 3PAR array, typically as part of a 
technology refresh, data center consolidation initiative or modernization of traditional storage by replacing it with an all-flash array (Figure 15). 

 
 
3 Configuration based on four 20800 arrays that each support 2.5 million IOPS and 15 PBs of usable capacity. 
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Figure 17. Non-disruptive migration with Online Import 

Support is currently included for the following platforms: 

• HPE Enterprise Virtual Array (EVA)  

• EMC VMAX 

• EMC VNX 

• EMC CLARiiON CX4 

• HDS TagmaStore Network Storage Controller (NSC) 

• HDS TagmaStore Universal Storage Platform (USP) 

• HDS Universal Storage Platform V (USPV) 

• HDS Universal Storage Platform VM (USPVM) 

• HDS Virtual Storage Platform (VSP) 

• IBM XIV 

HPE 3PAR Online Import software is provided at no charge for one year as part of the HPE 3PAR OS Suite allowing self-directed migration for 
legacy environments that doesn’t require professional services, hardware appliances or consumption of host resources. 
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HPE 3PAR models and specifications 
Table 2. HDD vs. SSD characteristics, and the architectural implications of their differences 

Description and usage        

Model 8200 8400 8440 20800 8450 20450 20850 

Storage controllers 2 2 or 4 2 or 4 2, 4, 6 or 8 2 or 4 2 or 4 2, 4, 6 or 8 

Maximum host ports 12 24 24 160 24 160 160 

Drive types (mixable) SAS (SSD, FC, NL) SAS (SSD, FC, NL) SAS (SSD, FC, NL) SAS (SSD, FC, NL) SAS (SSD) SAS (SSD) SAS (SSD) 

Maximum HDDs 240 576 960 1920 - - - 

Maximum SSDs 120 120 480 1024 480 512 1024 

Maximum raw capacity 750TiB (HDD) 

460.8TiB (SSD) 

2,400TiB (HDD) 

921.6TiB (SSD) 

3000TiB (HDD) 

1843.2TiB (SSD) 

6000TiB (HDD) 

3932TiB (SSD) 

1843.2TiB (SSD) 1966TiB (SSD) 3932TiB (SSD) 

 

HPE 3PAR: optimized for flash 
All-flash systems come with an assumed increase in performance but simply populating an array with SSDs will not allow the system to reach the 
full potential flash can offer. In order to leverage all the advances flash can provide to the modern data center it’s essential to select a platform 
that is optimized from end to end to work with flash technologies. HPE 3PAR systems are optimized end-to-end to exploit the performance 
capabilities of flash and offer massive simplicity and efficiency that’s only possible with a truly modern platform (Figure 16). Unique features 
including the 3PAR ASIC, multi-controller scalability and numerous other features places HPE 3PAR systems as some of the highest performing 
systems available on the market. 

Flash isn’t just about performance: to leverage the power and cooling efficiencies it’s critical to have a platforms that scales up and scales up to 
ensure performance is consistent but power usage doesn’t spiral out of control. This capability is the reason that HPE 3PAR platforms are not 
only some of the fastest, but also the most power efficient on the market and offer some of the best TCO models of any all-flash platform. 

 

Figure 18. HPE 3PAR end-to-end flash optimizations 
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As performance requirements increase and data center space and power are at an all-time premium, HPE 3PAR all-flash is the obvious solution 
to many data center requirements and with the price of flash falling, the all-flash data center is no longer a consideration for the future, but for 
now. However, all-flash doesn’t change any of the existing data requirements including availability, platform integration, replication and data 
mobility—all of these data services are key to providing business critical services. On top of the existing data requirements, migrating to all-flash 
should be a fast, simple process and HPE 3PAR Online Import provides a mechanism to non-disruptively migrate workloads from existing legacy 
platforms. 

Every flash optimization in the HPE 3PAR platform leads to one conclusion: HPE 3PAR is uniquely positioned to provide all the advantages of 
flash with the data services you expect. In other words: all-flash without compromise. 

Why Hewlett Packard Enterprise? 
The New Style of Business is upon us, and Hewlett Packard Enterprise is leading the way with innovations that revolutionize storage with 
Converged Storage that delivers simplicity for any need at any scale. 

Storage without boundaries 
HPE Converged Storage accelerates your ROI by eliminating the physical, logical, and management boundaries that have traditionally separated 
storage from the rest of IT. The HPE Converged Storage vision is to provide you with a single architecture to span your platform needs, from low 
to high, with converged protocol access across block, object, and file. HPE Converged Storage innovations free you to focus on your own 
innovations. 

Respond to new demands 
Unpredictable workloads require agile storage that adjusts quickly without bottlenecks. Through HPE innovations such as flash optimization, 
storage federation, scale-out architectures, and storage for the software-defined data center, Hewlett Packard Enterprise enables businesses like 
yours to respond to new demands efficiently. 

Simplify storage complexity 
Growing capacity without growing complexity is a challenge for every storage environment. With equipment and contracts from multiple vendors, 
you’re probably losing time and money by having to reinvent the wheel again and again. Storage technology services that combine technical 
expertise with multi-vendor expertise can help you operate more efficiently and strategically, while also delivering measurable ROI-based results. 

Resources 
To get more information about HPE 3PAR, download the HPE 3PAR Architecture technical white paper. 

Learn more at 
hpe.com/storage/flash 

http://www.hpe.com/info/getupdated
https://www.hpe.com/global/hpechat/index.html?jumpid=Collaterals_4AA4-7264ENW
http://www.facebook.com/sharer.php?u=http://www.hpe.com/h20195/V2/GetDocument.aspx?docname=4AA4-7264ENW
http://twitter.com/home/?status=HPE%203PAR:%20optimized%20for%20flash+@+https://www.hpe.com/h20195/V2/GetDocument.aspx?docname=4AA4-7264ENW
http://www.linkedin.com/shareArticle?mini=true&ro=true&url=https://www.hpe.com/h20195/V2/GetDocument.aspx?docname=4AA4-7264ENW&title=HPE%203PAR:%20optimized%20for%20flash+&armin=armin
http://h20195.www2.hp.com/v2/getpdf.aspx/4aa3-3516enw.pdf
http://www.hpe.com/storage/flash
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